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/" Kokkos Graphs

Provides an abstraction on top of CUDA graphs
* Previously implemented and presented by Daisy Hollman

When is it beneficial...
 Reduce kernel launch overheads?

* Expose more concurrency? Easier than using streams explicitly?
* How much graph reuse is necessary to amortize any overhead?

We want to benchmark to understand when users can benefit from using Kokkos/CUDA
graphs

* Simple micro-benchmark to understand overheads

* Iterative CG code

Next steps...
* Updating the graph?
* Kernel fusion or possibly other optimizations?
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/" Simple Micro-benchmark

 Two AXPBY'’s followed by a dot product
* Vary the number of iterations and N
lterations: 10, 20, 30, 40, 50, 100, 200, 500
N: 1024 — 4194304 (2710 — 2/22)

* Implemented in vanilla Kokkos and with
Kokkos graphs
* Using the same kernels
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" Simple Micro-benchmark Code
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Vanilla Kokkos: Kernel implementation:

Kokkos graphs:




P Simple Micro-Benchmark

*  Experimental Setup 1
* Run on the Vortex cluster (mini unclassified Sierra)
e Currently has CUDA 10.2 drivers
* Tesla V100 GPUs

*  Experimental Setup 2
* Run on a Kokkos development machine
e Currently has CUDA 11.2 drivers
* TeslaV100 GPUs
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Experimental Setup 1 - Vanilla Kokkos

Sample Program A (No Graph)
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Experimental Setup 1 - Kokkos Graphs

Sample Program A (Graph)
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P/ Experimental Setup 1 - Speedup using Graphs

Sample Program A (Speedup)
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Experimental Setup 1 - Combined

Sample Program A

- A
40071 —— No graph: i=10 -4-- Graph: i=10 /A
] —4— No graph: i=20 -4-- Graph: i=20 I,’,f:
350 —4+— No graph: i=30 -4-- Graph: i=30 ,l'
tg_ 1 —— No graph: i=40 -4-- Graph: i=40 l::,"
— 300': —4+— No graph: i=50 -+4-- Graph: i=50 1/
& : No graph: i=100 Graph: i=100 i
s 2501 —4— No graph: i=200  -+4-- Graph: i=200 A
i /
- : No graph: i=500 Graph: i=500 /
O 200; ’
o _
© _
| - ]
_40:1 150':
L :
Y 100
50
Y
10 10 10 10




’/

Per iteration time (us)
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Experimental Setup 2 - Vanilla Kokkos

Sample Program A (No Graph)
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Experimental Setup 2 - Kokkos Graphs

Sample Program A (Graph)
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P/ Experimental Setup 2 - Speedup using Graphs

Speedup
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Experimental Setup 2 - Combined

Sample Program A
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P Experimental Setup 1 (CUDA 10)

*  Why is there so much overhead for a low number of iterations?
* Possible culprit: cudaGraphInstantiate (~2.87 ms)

* After some exploration, | realized that CUDA 10 was the problem...
= Timeline View v
1s 2_70.2_09n_1$ \
» CPU (176)

) CUDA HW (Tesla V100-SXM2-1¢
Threads (9)

v  [63514] graph_sample

OS runtime libraries

CUDA AP R s M cudaGrapinstantiae | [cuda..|[cuda. | [cuda.| | cuda..|[cua..| [cuda..| [cuda..

Call to cudaGraphinstantiate
® CUDA runtime API calls

~ v [63522] graph_sample Begins: 1.26792s
Ends: 1.27079s (+2.871 ms)

. . . Return value: 0

Call stack:

libcuda.s0.440.95.01[15 Frames]
libcuda.s0.440.95.01'cuGraphlinstantiate
libcudart.so0.10.1.243!0x2000011ad324
libcudart.so0.10.1.243!cudaGraphinstantiate
graph_sample!Kokkos::Impl::Graphlmpl<...>::_instantiate_graph()
graph_sample!Kokkos:Impl::Graphlmpl<...>::submit()
graph_sample!Kokkos::Experimental::Graph<...>::submit() const
graph_sample!main

libe-2.17.so!generic_start_main

libe-2.17.s0!__libc_start_main
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Experimental Setup 2 (CUDA 11)

*  Why is there so much overhead for a low number of iterations?
* cudaGraphInstantiate Iis much faster! (~198 us)

* However, there the comparative performance did not get better at low iterations counts

= Timeline View
344.6599ms

CPU (40)

CUDA HW (0000:5E:00.0 - Tesl:
» [All Streams]
» 88.5% Default stream 7
» 11.5% Stream 15

Threads (7)

~  [178681] graph_sample

I I |
OS runtime libraries

CUDA AP e BT JAM . codeGuphinstantiate  JcudaG..) ..

Call to cudaGraphinstantiate
® CUDA runtime API calls
Begins: 0.344557s

Ends: 0.344756s (+198.817 us)
Return value: 0

Correlation ID: 284
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Experimental Setup 2 (CUDA 11)

7 * « Breakdown of time using the NSight profiler (Small problem N=1024, iterations=10)

Type of Activity Overhead % | Total %
Time

Kokkos/CUDA Graph Creation 108us 36% 19%
cudaGraphCreate (Tus)
cudaGraphAddEmptyNode (17, 9us)
cudaGraphAddKernelNode (9, 3, 2, 2us)
cudaGraphAddDependencies (9, <lus)
Remainder/Kokkos overhead (~40us, 37%, 13%)

CUDA Graph Instantiation 199us 64% 34%
cudaGraphInstantiate (199us) (ioctl?)

Kernel execution (10 iterations) 256us N/A L4%

cudaGraphLaunch
cudaStreamSynchronize

CUDA Graph Destruction 20us N/A 3%
cudaGraphExecDestroy (18us)
cudaGraphDestroy (2us)

Overhead 307us

Total: 583us 52% of Total 100%
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CPU (40)

CUDA HW (0000:5E:00.0 - Tesl:

» [All Streams]

i

/" Experimental Setup 2 (CUDA 11)

Breakdown of time using the NSight profiler (Small problem N=1024, iterations=10)

o I R bl ol J R uk  ul wd Uk ub

» 88.5% Default stream 7 ' E 1 B .8 R B B R B R R B

> 11.5% Stream 15 | 1 | | | | | | | | |

Threads (7)

~ v [178681] graph_sample

OS runtime libraries

CUDA API

et B[ ot I I
L B Bcu- B DI cudaCraphinstantiate ______ JoudaGrallc.lje. ] ]..[feuf ]| Jeuda || ] L1 1 Qcu.]]

* Why do we see some cudaGraphLaunch variation?
* Is there some profiler overhead here?
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/7 Experimental Setup 2 (CUDA 11)

* Vanilla Kokkos takes ~300pus to run 10 iterations of the kernels (about 30us per iteration)

* With Kokkos graphs it takes ~583us (about 21us per iteration w/o launch overheads)
* Thus, the 0.6 speedup with Kokkos graphs

= Timeline View A

» CPU (40)

- CUDA HW (0000:5E:00.0 - Tesl
v 75.3% Kernels

» 89.6% cuda_parallel_launch_ |

» 24.7% Memory
v Threads (7)

¥ v [179017] graph_sample

OS runtime libraries

CUDA API | Cua ‘cud lmmlnl sl -“H | | -lﬂm Jresl -“E s -lmml | | --m - -mwlu sl --m | | m-a | | -ME

v [179030]
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Graphs
* |nit overhead costs ~307us

* Each iteration costs ~21us

Vanilla
* |nit overhead is "zero”

* Each iteration costs ~30pus

Thus, break even is at 40
iterations:
 307+21*40 =1,147ps

« 0 +30*40=1,200us

At 500 iterations:

« 307+21*500 = 10,807us

- 0 +30*500 = 15,000pus

* 1.38 speedup as predicted!

Speedup

Experimental Setup 2 (CUDA 11)
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Iterative CG Solve

s

Implemented in vanilla Kokkos and using Kokkos graphs by Christian Trott
* A benchmark to understand if graphs can improve performance




/" lterative CG Solve
/i

* Run using Experimental Setup 2 (CUDA 11)

* EXxperiments
* Vary N (matrix size)
* Run until convergence (max 200 iterations)
* Measure GFLOP/s with both versions of the code

rd

4
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Iterative CG Solve - Performance Table

Vanilla GF/s | Graph GF/s | Graph (con)
GF/s

4913 5.7 (1.8 ms) 5.3 (2.0 ms) 5.2 (2.0ms)
32 35937 63 30.0 (5.0ms) 30.2 (5.0ms) 29.3 (5.1ms)
64 274625 123 69.4 (32.0ms) 70.0 (32.0ms) 68.9 (32.1ms)
128 2146689 200 (max) 85.5(328ms) 85.7 (327ms) 85.6 (328ms)

256 16974593 200 (max) 87.6 (2.5s) 87.6 (2.5s) 87.6 (2.5s)
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Iterative CG Solve - Profiler w/Graphs

Breakdown of time using the NSight profiler (Small problem N=16, iterations=23)

 Total time ~1.8ms

= Timeline View

CPU (40)

CUDA HW (0000:5E:00.0 - Tesla \
¥ 69.8% Kernels

» 98.6% cuda_parallel_launch_lo

» 30.2% Memory
Threads (7)

¥ v [32397] cgsolve

0OS runtime libraries

CUDA API

Overhead 335us CG kernels 1.56ms
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cudaGraphInstantiate takes 183 us (notincreasing!)
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Iterative CG Solve - Profiler w/Vanilla Kokkos

Breakdown of time using the NSight profiler (Small problem N=16, iterations=23)
* Total time ~1.98ms

CG kernels 1.98ms

= Timeline View

» CPU (40)
Ty e Y L b v Ll btk L B B b LIk o b LN, Am b ol bl LA LIL, LN, L Al WHo Le sl bl LN, GG LB b Ld. L B,

~ 69.9% Kernels

» 98.6% cuda_parallel_launch_

» 30.1% Memory
~ Threads (7)

v  [32534] cgsolve
OS runtime libraries

CUDA AP L | O TR S S G AT T TN ) T S T A T TN T S T

¥ Vv [32544]

OS runtime libraries




» CPU (40)

v CUDA HW (0000:5E:00.0 - Tesla V100-PCIE-16GB)

v 53.7% Kernels

v >99.9% cuda_parallel_launch_local_memory

73.4% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<Sl

Iterative CG Solve - Profiler w/Graphs

Breakdown of time using the NSight profiler (Medium problem N=64, iterations=123)
Total time ~30ms, each iteration ~250us

[1--- |c---| 8 _local_me
[1--- |c---| a _local_me

12.3% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<A) 55 -] ... | .. |

11.1% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelReduce C... | cu... |

1.2% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos:
0.9% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos:
0.7% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos
0.2% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos:
<0.1% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelReduc:

<0.1% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelReduct

» 46.3% Memory

v Threads (7)

¥ Vv [33804] cgsolve

OS runtime libraries

CUDA API

v [33813] cgsolve

:Impl::ParallelFor<spn
::impl::ParallelFor<Kol
::Impl::ParallelFor<Ko}

::impl::ParallelFor<axg

c...| |_mel wunch_local_me
c...| |_mel wunch_local_me
_mel unch_local_me
... | ... | ... | ... | ... | ... |
| C... | | CU... | 1 C... | ICU... |

uda... [cu... fcu.. cudaDeviceSynchronize | fe-]fcu... cudaDeviceSynchronize | cudaDeviceSynchronize l

27



Iterative CG Solve - Profiler w/Vanilla Kokkos

Breakdown of time using the NSight profiler (Medium problem N=64, iterations=123)
* Total time ~30ms, each iteration ~250us

» CPU (40)

v CUDA HW (0000:5E:00.0 - Tesla V100-PCIE-16GB)

v 67.4% Kernels
v >99.9% cuda_parallel_launch_local_memory
73.6% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<SPMV, Kokkos::
12.3% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParalleIFor<AXPBY, Kokkos:
11.1% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParalleIReduce<Dot, Kokkos
1.2% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<spmv<Kokkos::Vi
0.9% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<Kokkos::Impl::Vie
0.7% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<Kokkos::Impl::Vie
0.2% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParallelFor<axpby<Kokkos::V

<0.1% void Kokkos::Impl::cuda_parallel_launch_local_memory<Kokkos::Impl::ParalleIReduce<Kokkos::Imj}

» 32.6% Memory
v Threads (7)

v  [33669] cgsolve
OS runtime libraries

CUDA API

v  [33679] cuda-EvtHandIr

OS runtime libraries

cu... |

JdaDeviceS. |

C... | cu... |

SRl 01 cudaDeviceSynchronize |

C...| cu... |

SILLL] cudaDeviceSynchronize |

[ ... |  cu... |

mT1tli11 cudaDeviceSynchronize




P Concluding Remarks

The overhead of using the Kokkos interface for graphs is low
* At least dominated by CUDA overheads for building/instantiating the graph

* Kernel launch overhead seems to be the main benefit for the simple example
* But you have to perform enough iterations to make it worth it

* Or perhaps have a larger graph?

* For the iterative CG
* Alittle performance benefit might be possible

* Hard to say if it’s worth user’s changing their code for this type of computation
* Are there more ways we can optimize this code to get more benefit?

*  We are planning to do more benchmarking
* Graph parameter updating seems potentially interesting to implement




	Slide 1
	Kokkos Graphs
	Simple Micro-benchmark
	Simple Micro-benchmark Code
	Simple Micro-Benchmark
	Experimental Setup 1 – Vanilla Kokkos
	Experimental Setup 1 – Kokkos Graphs
	Experimental Setup 1 – Speedup using Graphs
	Experimental Setup 1 – Combined
	Experimental Setup 2 – Vanilla Kokkos
	Experimental Setup 2 – Kokkos Graphs
	Experimental Setup 2 – Speedup using Graphs
	Experimental Setup 2 – Combined
	Experimental Setup 1 (CUDA 10)
	Experimental Setup 2 (CUDA 11)
	Experimental Setup 2 (CUDA 11)
	Experimental Setup 2 (CUDA 11)
	Experimental Setup 2 (CUDA 11)
	Experimental Setup 2 (CUDA 11)
	Iterative CG Solve
	Iterative CG Solve
	Iterative CG Solve
	Iterative CG Solve – Performance Table
	Iterative CG Solve – Profiler w/Graphs
	Iterative CG Solve – Profiler w/Vanilla Kokkos
	Iterative CG Solve – Profiler w/Graphs
	Iterative CG Solve – Profiler w/Vanilla Kokkos
	Concluding Remarks

