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CONCURRENCY IN A MOLECULAR DYNAMIC STEP
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STREAM-BASED PARALLELIZATION
Basic GPU-only inner loop
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STREAM-BASED PARALLELIZATION
Heterogeneous inner loop
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STREAM-BASED PARALLELIZATION
Intra-iteration dependencies
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STREAM-BASED PARALLELIZATION
Intra- & inter-iteration dependencies
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RNASE, 1 GPU, NO GRAPHS

PME: high priority stream  
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RNASE, 1 GPU, GRAPHS

PME kernels not being prioritized
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GROMACS REGULAR TIMESTEP
Multi (4x) GPU
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Leverage GROMACS’ internal 
thread-MPI library (built on 
pthreads): MPI tasks are all part of 
same process so can use 
cudaMemcpy directly in UVA space. 
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CELLULOSE, 4 GPU, NO GRAPHS

Non-local kernels: high priority stream  
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CELLULOSE, 4 GPU, GRAPHS

Non-local kernels not being prioritized
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DISCUSSION

Graph capture is working very well for GROMACS on single and multi GPU, with performance 
benefits (as presented previously).

We use high priority streams for

• PME kernels in single-GPU case

• Non-local kernels (associated with halo exchanges) in multi-GPU case

Currently, graphs don’t seem to recognise stream priority. 

Ability to set priority of kernels in graphs may help with more efficient scheduling.

Scheduling loops without recording multiple iterations

Conditional edges ("irregular" iterations)


